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Abstract. Multi-focus portable plenoptic camera devices provide a reasonable tradeoff between spatial and angular resolution while enlarging
the depth of field of a standard camera. Many applications using the data
captured by these camera devices require or benefit from correspondences
established between the single microlens images. In this work we propose
a lens-based depth estimation scheme based on a novel adaptive lens selection strategy. Coarse depth estimates serve as indicators for suitable
target lenses. The selection criterion accounts for lens overlap and the
amount of defocus blur between the reference and possible target lenses.
The depth maps are regularized using a semi-global strategy. For insufficiently textured scenes, we further incorporate a semi-global coarse
regularization with respect to the lens-grid. In contrast to algorithms
operating on the complete lightfield, our algorithm has a low memory
footprint. The resulting per-lens dense depth maps are well suited for
volumetric surface reconstruction techniques. We show that our selection strategy achieves similar error rates as selection strategies with a
fixed number of lenses, while being computationally less time consuming. Results are presented for synthetic as well as real-world datasets.
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Introduction

The idea of lightfield imaging, the sampling process of the plenoptic function,
dates back to the early 20th century [10]. While it was impossible to build the
proposed devices at that time, the technological advances of the last years led
to portable lightfield camera devices [13, 1]. These devices are basically standard cameras with an additional microlens array (MLA) mounted in front of the
camera sensor. The MLA usually consists of thousands of small lenses, sampling
the scene from thousands of viewpoints. Within this work we focus on plenoptic
images captured by such MLA based camera devices. Most applications using
plenoptic image data such as the rendering of novel viewpoints, [9], total refocusing [13] or superresolution [3] require or at least benefit from the knowledge of
correspondences between the single microlens images. The correspondences (the
scene depth) have to be estimated from the plenoptic camera images. Plenoptic
depth estimation techniques can roughly be divided into four paradigms:
1. Depth estimation algorithms which operate on very dense four-dimensional
lightfields and its epipolar plane images [18, 16]
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2. Scene space multi-view stereo algorithms, which directly estimate the scene
surface with respect to a regularized photoconsistency cost on a 3D volume
computed from a set of views (see [14] for an overview)
3. Image-space multi-view stereo algorithms which estimate a single depth map
with respect to a virtual standard camera [13, 2]
4. Image-space multi-view stereo depth estimation algorithms which estimate
a depth map per view (per microlens image) which may later on be fused to
a 3D surface reconstruction (see e.g. [6], [7], [15], [17])
In this work we propose a depth estimation pipeline which is governed by the
fourth paradim. We argue that that the reasons for this choice in contrast to the
remaining paradims are:
1. Our algorithm operates on a single image captured by plenoptic camera
device while e.g. [18] requires a very dense sampling of the lightfield.
2. Our lens-based depth estimation is well suited for highly parallel processing
and integrates in a parallel fashion into volumetric surface reconstruction
algorithms such as [4].
3. In contrast to the algorithms operating on the dense lightfield representation
such as [18], the memory consumption is rather low.
After a brief review of the basic plenoptic imaging system studied in this article
in section 2, we propose a per-lens depth estimation scheme for a single reference
lens with respect to a set of target lenses in section 3. The estimated depth maps
are regularized using a semi-global strategy [8]. For insufficiently textured scenes,
we further use a coarse grained regularization with one depth per lens, which is
incorporated in the fine grained depth estimation. In section 4 we introduce a
heuristic lens selection strategy. In order to minimize the depth estimation error
and the computation time, we describe an adaptive lens selection strategy which
estimates a set of coarse depths and selects the final target lenses based on the
coarse depth estimates. We evaluate our method with respect to synthetic as
well as real-world scenes.

2

Multi-Focus plenoptic camera

The camera setup we consider within this article is illustrated in Figure 1(a) and
follows the focused plenoptic camera setup described in [11] and [13]. A standard
camera, consisting of a main lens and an image sensor is augmented with a
microlens array which is mounted in front of the camera sensor at distance v. The
main lens maps surface points to virtual surface points behind the image sensor.
We refer to the orthogonal distance of the virtual surface points to the MLA
plane as the virtual depth. The microlenses are modeled as thin-lenses focusing
on the virtual image, resulting in a finite depth of field. Further, we assume
that the microlens array consists of three different lens types with focal lengths
f0 , f1 , f2 which are focused on three different planes with distances u0 , u1 , u2
behind the image sensor with f1i = u1i + v1 . This model is equivalent to the setup
of the Raytrix camera system described in [13].
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Lens grid

We assume that the microlenses of the MLA are arranged in a regular hexagonal
grid aligned with the image sensor. To each microlens we assign a pair of axial
coordinates a = (a1 , a2 )T with respect to the basis

√
B = 2r

3/2
1/2


0
1

where r denotes the radius of the microlenses in pixel units. The center of the
lens with axial coordinates (0, 0)T is assumed to coincide with the image center
(h/2, w/2)T . Under this assumption, the center of a lens ca in rectangular pixel
coordinates is given by ca = Ba+(h/2, w/2)T . The full plenoptic image captured
by the image sensor is denoted by Ip with domain dom(Ip ) = [0, h]×[0, w]. Every
microlens image is treated as a single image Ia with local rectangular domain
dom(Ia ) = [−r, r]2 and values defined in terms of the plenoptic image Ip by
Ia (x) = Ip (ca + x). The focal length, focus distance and f-stop corresponding
to the lens a are denoted by fa , ua , Na where the axial coordinates a map to
the corresponding lens type by t(a) = ((−a1 (mod 3)) + a2 ) (mod 3) ∈ {0, 1, 2}.
Further we assume that neither the main lens nor the microlenses suffer from
any lens distortion. The hexagonal grid is illustrated in figure 1(b).
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Fig. 1. (a) The multi-focus plenoptic camera setup. (b) Hexagonal lens grid over a
rectangular pixel grid. The upper indices show the axial coordinates, the lower indices
indicate the lens type while the color coding indicates lenses of the same distance with
respect to the center.
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Disparity estimation

Given a reference lens a and n target lenses a1 , . . . , an , we want to estimate
the virtual depth at every pixel x within the lens region. For each lens pair
(a, ai ), i ∈ {1, . . . , n} we follow the classical stereo paradigm and measure the
photometric similarity of a local neighborhood Ω(x) in the reference image Ia
and a local neighborhood Ω(x − dv) in the target image Iai along the epipolar
line for a range of possible disparities D = d0 , . . . , dm , dj ∈ [0, dmax ], dmax < 2r.
For two microlens images Ia , Iai with centers ca , cai , the epipolar line for a point
x in the reference image is Li = {x + tv : t ∈ R} with v = (cai − ca )/2r. The
sum of absolute differences
SAD(x, dj ; a, ai ) =

1
A(x, v, dj )

X
u∈Ω(x)

|Ia (u) − Iai (u − dj v)|1(u − dj v)

with

A(x, v, dj ) =

X
u∈Ω(x)

(
1
1(x) =
0

1(u − dj v)

if ||x|| < r − δr
else

serves as a similarity measure with respect to the hypothetical disparity dj ∈ D.
If the target point x − dj v is outside the valid image region, a maximum cost
Cmax is assigned resulting in the final cost volume
(
Ci (x, dj ; a) =

3.1

SAD(x, dj ; a, ai )
Cmax

if ||x − dj v|| ≤ r − δr
else .

(1)

Cost volume averaging

The n cost volumes C1 , . . . , Cn are averaged into a single fine grained cost volume:

C f (x, dj ; a) =


Cmax
1
 Af (x,d
j)

n
P
i

Ci (x, dj )1 (Ci (x, dj ))
f

if ∀i : Ci (x, dj ) = Cmax
else

where a has been dropped for convenience of notation and Af (x, dj ) given by
(
n
X
1 if x < Cmax
f
f
f
A (x, dj ) =
1 (Ci (x, dj ; a))
1 (x) =
0 else
i=1
serves as a normalization constant with respect to the number of views, which
are actually able to see the scene point corresponding to x at the hypothetical
disparity dj .
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Fine regularization The fine grained per lens cost volumes are regularized
using the semi-global strategy introduced in [8]. We favored this variant due to
its speed and simplicity. The regularized fine grained cost volume for a single
lens a is obtained as
X

f
Creg
(x, dj ; a) =

f
Cw
(x, dj ; a)

(2)

w∈W f

with
f
Cw
(x, dj ; a) = C f (x, dj ; a) + min{C f (x − w, dj ; a), C f (x − w, dj+1 ; a) + pf1 ,

C f (x − w, dj−1 ; a) + pf1 ,

min C f (x − w, d; a) + pf2 }

(3)

d

where the directions W f are the directions induced by the standard rectangular 8-neighborhood, pf1 is a penalizing constant for deviations of one disparity
step and pf2 a penalizing constant for deviations larger than one disparity step.
The fine grained per lens disparity maps are extracted from the cost volume as
minima along each disparity slice as
f
dˆf (x; a) = arg min Creg
(x, d; a)

(4)

d

The final minima are further refined with an interpolation based on a second
order Taylor expansion of the cost slice. In addition to the disparity maps, we
calculate a confidence map for the lens according the measure introduced in [12].
3.2

Coarse Regularization

In insufficiently textured scenes, a per lens regularization might not be sufficient
to obtain dense depth maps over the complete microlens grid. We therefore
propose an optional coarse regularization and calculate a coarse cost volume
with a single cost slice per lens and regularize with the semi-global strategy with
respect to the lens grid. An averaging of the fine cost volume C f (x, d; a) results
in a single coarse cost slice for each lens as
C c (a, dj ) =

1

X

Ac (a, dj )

C f (x, dj ; a)1c (C f (x, dj ; a))

x∈dom(Ia )

with

c

A (x, dj ) =

X
x∈dom(Ia )

1 (C (x, dj ; a))
c

f

1 (x) =
c

(

1
0

if x < Cmax
else .

(5)
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c
From the coarse cost volume, a regularized coarse cost volume Creg
is obtained
c
according to equations (2) and (3) using the directions W = {(0, 1), (1, 0), (1, −1),
(0, −1), (−1, 0), (−1, 1)} with respect to the hexagonal axial coordinates and
coarse penalizing constants pc1 , pc2 . The coarse disparity estimates are finally extracted from the coarse cost volume as

c
dˆc (a) = arg min Creg
(a, d).

(6)

d

Deviations from the coarse disparity estimate are penalized for each cost slice
resulting in the fine cost volume
2

C c,f (x, dj ; a) = C f (x, dj ; a) + λ |dˆc (a) − dj | e(−σ(Ia )

2
/σstruct
)

where σ(Ia ) denotes the standard deviation of Ia and λ ∈ R+ is a weighting
factor which affects the overall influence of the coarse estimate. The standard
deviation of the image is supposed to describe the amount of structure within
the lens image where the constant σstruct controls how fast the influence of lens
structure should decay. If there is a lot of structure, the weighting will tend to
zero since the image content itself already allows good disparity estimates. If
there is little structure, the costs are pulled towards the coarse minimum. The
cost volume C c,f is afterwards regularized using (2) and (3) resulting in the
c,f
c,f
. The final disparity estimates are obtained from Creg
regularized volume Creg
according to (4).

4

Lens selection

While we have described the depth estimation for a reference lens and a set of n
candidate lenses, it is still an open question how these lenses should be selected.
The depth estimation accuracy is influenced by three major factors: 1.) The
amount of defocus blur influences the localization accuracy during the matching
process due to its low-pass behaviour. Consequently, it is desirable to include
lenses in the matching process whose amount of defocus blur is similar to the
blur amount of the reference lens. 2.) The virtual depth error grows quadratically
with respect to the virtual depth for a given disparity error [5]. If the baseline of
the reference and the target lenses is increased, this error decreases. In the case of
scene points close to the main lens it is therefore desirable to choose the baseline
of the target lenses as large as possible to reduce the virtual depth error. 3.) The
number of target lenses which do not actually see the target scene point should
be as low as possible. Strategies using a fixed number of target lenses might suffer
from this error source for points with high disparity where only the nearby lenses
can be used for the matching process. A suitable target lens selection strategy
should account for all three potential sources of inaccuracies. In addition the
computation time should be kept as low as possible. Since the cost calculation
is the most time consuming factor in the depth estimation process, the number
of target lenses should be as low as possible.
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Fig. 2. (a) The sectors R0,0 , . . . , R5,0 . The lower indices show the lens type while the
baselines are indicated by s0 to s5 . (b) The coverage criterion: If the predicted overlap
according to the coarse estimate dˆj is violated, the lens is discarded.

Adaptive strategy Given a reference lens with axial coordinates a, we first
choose a maximal baseline smax which determines the size of the neighborhood
and therefore the maximal number of candidate lenses N (a) = {b ∈ A : ||cb −
ca || ≤ smax }. The maximal distance is chosen a priori and depends on the
minimal distance of the scene objects to the main lens. The neighborhood is
subdivided into L ∈ N lens rings Ri = {b ∈ N (a) : ||cb − ca || = si }, i ∈
{0, . . . , L − 1} with smax = sL−1 whose centers have the same distance and
consequently the same baseline si with respect to the reference lens. Further
we sort them by distance such that s0 < s1 < · · · < sL−1 . Note that the rings
do not necessarily contain lenses of the same type as a. The rings are further
subdivided into six sectors spanning a range of 60◦ (cmp. Figure 2) given by
Ri,j = {b ∈ Ri : ∠(ca , cb ) < j 2π/6}. With respect to lenses from ring R1 ,
which is the innermost ring of the same lens type as a, we compute the cost
volumes C0 , . . . , C5 and average them into single cost slices according to (1)
and (5). Using these six cost slices six coarse disparities dˆ0 , . . . , dˆ5 are estimated
using a simple winner takes all strategy. These six disparities serve as a coarse
disparity estimate along the corresponding direction. To maximize the baseline,
based on these coarse estimates, appropriate lenses are selected according to
the following scheme: For each coarse disparity estimate dˆj , we traverse the
sectors {RL−1,j , . . . , R0,j } \ {R1,j } starting with the outermost sector RL−1,j .
A sector is a potential candidate sector, if the disparity with respect to lenses
from this ring is smaller than tcov 2r, i.e. dˆj si ≤ tcov 2r. The parameter tcov is
a coverage factor, which describes the minimal amount of overlap between two
lenses, also illustrated in figure 2(b). If the overlap is too small, the amount of
matching data provided by the target lens does not allow stable depth estimates.
If dˆj si > tcov 2r the sector is discarded and the next one is tested. Since we only
want to compare lenses with approximately the same amount of defocus blur,
we further estimate the circle of confusion for the reference and the potential
target lenses in the candidate sector. The circle of confusion of a lens a in pixels
with respect to a disparity dˆj reads
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c(a) =

|z − ua |
fa2
z
Na (ua − fa ) sp

where the coarse virtual depth is given by z = (fa 2r)/(dˆj ) and sp denotes the
pixel size of the image sensor. A lens b ∈ Ri,j is accepted as a target lens, if the
absolute difference |c(a) − c(b)| is smaller than a threshold tcoc . If any lens has
been selected from a sector Ri,j , we continue with the next sector. Otherwise,
if no suitable lenses are found, the lenses from the innermost sector R0,j are
selected, regardless of their circle of confusion. In this case only lenses from
the inner lens ring provide enough overlap to cover a sufficient amount of lens
pixels. For all accepted lenses the cost volumes are calculated according to (1)
and averaged together with the already calculated cost volumes C0 , . . . , C5 using
(2). The final disparity results from (4).

5

Results

In the following we assume that the plenoptic input images are grayscale images normalized to [0, 1]. For all experiments, we used the following algorithmic
parameters: smax = 8r, pf1 = pc1 = 0.01, pf2 = pc2 = 0.03, tcoc = 1.2, tcov =
0.7, σstruct = 0.01, λ = 0.01. The local neighborhood Ω has been chosen as a
2r
, k = br/∆dc.
3 × 3 pixel neighborhood and D = {∆d, . . . , k∆d}, ∆d = smax
Synthetic data For evaluation purposes, we generated synthetic datasets using
the Cycles raytracing engine integrated in the 3D modeling tool Blender. The
setup for the synthetic scenes differs from the real world plenoptic camera setup.
Instead of a main lens and a microlens array, we modeled the microlens array as
standard cameras following the thin-lens model. The synthetic scenes consist of
color camera images as well as ground-truth depth images. In all synthetic scenes,
the following camera parameters have been used: Focus distances (u0 , u1 , u2 ) =
(0.9m, 1.3m, 2.2m), lens to sensor distance v = 0.3m, pixel size sp = 3mm, fstop N = 4, lens diameter 2r = 25px, lens border δr = 1px. All test scenes
contain 1203 microlenses. The test scene Four planes consists of four frontoparallel planes at distances 0.9m, 1.3m, 2.2m, 3m while the test scenes Near plane
and Far plane consist of single fronto-parallel planes with distance 0.75m and
3.5m respectively. All planes are textured with a randomly generated procedural
texture. In the case of the synthetic data, we did not use the coarse regularization.
We measured the mean and the standard deviation of the absolute average error
between the estimated and the ground truth disparities in pixels for each lens
type. The adaptive strategy is compared to two strategies using a fixed number
of target lenses: Strategy Fixed0,1,4 uses the complete rings R0 , R1 , R4 while
Fixed0,...,5 uses the rings R0 , . . . , R5 . Figure 3 shows an excerpt of the Four
planes scene. Table 1 shows the corresponding errors in conjunction with the
number of used target lenses. The main conclusion is: While the overall errors are
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Scene: Four planes
Lens type 0
Lens type 1
Lens type 2
target lenses
Scene: Near plane
Lens type 0
Lens type 1
Lens type 2
target lenses
Scene: Far plane
Lens type 0
Lens type 1
Lens type 2
target lenses

Fixed0,1,4

Fixed0,...,5

Adaptive

avg. std.

avg.

std.

avg. std.

0.28 0.50
0.25 0.37
0.25 0.35

0.30
0.26
0.26

0.61
0.42
0.86

0.29 0.56
0.26 0.44
0.26 0.49

20080
0.41 0.09
0.41 0.07
0.42 0.57
20080
0.08 0.11
0.09 0.01
0.10 0.02
20080

45972
0.42
0.43
0.45

0.10
0.08
0.52

45972
0.20
0.10
0.10

0.73
0.02
0.02

45972

9

13546
0.41 0.09
0.41 0.07
0.42 0.50
13585
0.10 0.02
0.10 0.01
0.10 0.02
13335

Table 1. Evaluation results for the synthetical datasets.

Fig. 3. Top row: Excerpt from the plenoptic image of the Four planes scene along with
ground-truth disparity, estimated disparity, and confidence. Bottom rows: Excerpts
of the Watch and the Forest scene along with coarse disparity, fused fine and coarse
disparity, and confidence. The brighter the image, the more confident is the estimate.
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comparable to the strategies using a fixed number of target lenses, the number
of selected lenses of the adaptive strategy is significantly lower. The number
of target lenses has a major influence on the overall runtime, which can be
significantly reduced using our adaptive lens selection strategy. The overall errors
in the case of the Near plane scene are higher due to the lower number of
lenses contributing to the correct disparity estimates. Lens type 2 shows the
highest standard deviation due to its strong defocus blur. In the Far plane Scene,
more lenses contribute to the correct estimates yielding more accurate results,
while again the lens of the strongest defocus blur, lens type 0, shows the largest
standard deviations. The adaptive strategy automatically uses only lenses from
the ring R5 in addition to R1 yielding a higher localization accuracy. Since the
adaptive strategy selects the lenses based on a single coarse estimate, wrong
target lenses might be selected at depth edges, resulting in a slightly higher
standard deviation in the case of the Four planes scene.

Real world data We also applied our algorithm to publicly available datsets
provided by Raytrix1 . In contrast to our synthetic dataset, the Raytrix datasets
do not contain the focal lengths and focus distances of the microlenses but only
contain a depth range for each lens which describes the range of acceptable defocus blur for each microlens type. Consequently we modified our defocus criterion
in the adaptive strategy such that a lens is accepted if the coarse disparity estimate is within the valid range of the target lens. No ground truth depth images
are available for these datasets. Hence, only qualitative visual results are shown
in Figure 3. Due to the large size of the plenoptic input images, any resizing
of the complete depth images would result in heavy aliasing effects. Therefore,
only excerpts of the scenes are depicted. Detailed images can be found on the
authors website2 .

6

Conclusion

We have proposed a depth estimation framework for multi-focus plenoptic images. Instead of a single depth map from a single virtual standard camera, our
method estimates a dense regularized depth map per microlens which also delivers depth information for surfaces which would be occluded with respect to a
single virtual view. Our heuristic adaptive lens selection strategy significantly reduces the computation time with no negative influence on the overall accuracy.
Experiments using synthetic datasets support our propositions. Future work
includes highly-parallelized integration into volumetric surface reconstruction
methods such as [4].
1
2

http://raytrix.de/index.php/Forschung.html
http://www.informatik.uni-kiel.de/~ofl/
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